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Abstract

This paper presents an approach to solving problems of automating the process of effectively 
loading data files obtained from external sources into an ArcSDE database that supports an 
ArcIMS application.  The requirement was that the data could be downloaded at any time and 
needed to be loaded into ArcSDE as soon as possible.  The solution was the development of an 
application that continually monitors the download directory(s) and uses the ArcSDE Visual C+
+ API to load the data.  The process provides a method of on-going automated updates with no 
human intervention and supports loading of multiple disparate types of data sources.

Introduction

Despite the increasing ability to interconnect databases and other live data sources, there are still 
a number of times where data transfer using tried and true data files is necessary.  If a process 
requires data from an external source, a live feed may be desirable but not feasible or even 
possible for several reasons:  firewall or database security, complexity of extracting the required 
data, or a closed or unpublished data model.  In these situations, a separate process must perform 
the extraction into a file and the file must be transferred to an accessible location.  The file 
produced may be a text file or any other format (such as Excel of .dbf) as long as both the 
extraction and the loading process agree on the file format.  The data loader will read the file and 
store or otherwise make use of that data.  While this procedure helps alleviate the concerns 
previously mentioned, another issue that arises is the timeliness of the data.  The data extraction 
produces a snapshot at a particular point in time.  The more frequent the extraction-load process, 
the closer the data is to real-time.  To achieve this, however, any manual intervention must be 
removed from the process – not only for timeliness, but also because the data loader should be 
able to process the file at whatever time of day it is received, whether on a scheduled basis or not.

Data Extraction

The data extraction operation can be automated using a scheduled process to periodically perform 
the extraction on a regular basis.  A number of systems offer automated scheduling:  Oracle uses 
the dbms_jobs package; Unix has the cron command; Windows has the at command, and SQL 
Server uses the SQL Server Agent to handle scheduled jobs.  One of these techniques – 
depending on the environment – can often be used to create a transfer file, or a particular 
application may offer its own scheduling facilities.  If the extracted file is not visible from the 
data loader’s machine it must be transferred using ftp or some other file transfer mechanism as 
part of the scheduled job or script file.

Detect the Data File



The ability to detect a new data file available for loading is not so straightforward.  To illustrate, 
Kinetic Solutions has used automated data loading for two projects.  One for the SafeCity™ web 
site involving data transferred from the St. Louis Police Department’s database.  The other 
project is a system for mapping probationers’ and parolees’ residences using data from multiple 
agencies.  Both projects require adding data to an SDE database.  The data extraction process – 
creating the data file and transferring it to the data-loading server – was the responsibility of the 
outside agencies.  These agencies created the data files whenever it fit into their workflow.  
Kinetic Solutions had no control over the timing, but still had to react to the new files:  the files 
had to be loaded immediately whether it was in the middle of the workday or at 2:00 in the 
morning.  For these two projects there were several stated requirements:

●     Unattended operation.  This meant that not only should an operator not have to initiate the 
loading process, but also if the system is restarted, a user should not have to log in to start 
the process.

●     Notify an operator in case of problems (data load errors or data file not received on 
schedule).

●     Ability to handle data files from multiple sources.

●     Ability to automatically geocode addresses and store text data from flat files into a 
GeoDatabase.

Additionally there are several implicit requirements generally applicable to any automated data 
loading process:

●     Timely response to a new file

●     Minimal use of system resources – no directory scans every second.

●     Data loading should not be initiated until file transfer is complete.

Technologies and Methods Utilized

To meet these needs, custom data loaders were written using the following technologies:

●     The loaders run as an NT service, so they can be configured to start at system startup rather 
than requiring a user login.

●     Change Notification Events.  The process sleeps until the directory contents change, at 
which time the operating system signals the data loading process.

●     Data is stored into SDE using the C API – requires no user interface or screen access.

Microsoft supplies sample code for implementing an NT service.  If Visual Studio is available, 
the template code can be found by looking for ‘service sample’ in the index.  This same sample is 
available from Microsoft’s web site by going to msdn.microsoft.com and navigating through the 
contents to:

http://msdn.microsoft.com/


  Visual Tools and Languages
     Visual Studio 6.0
        Visual C and C++ 6.0
           Product Documentation
              SDK Samples
                 WinBase Samples
                    WinNT Samples
                       Service Sample

 

Documentation on the Windows API’s that pertain to the Change Notification Events can also be 
found in the Visual Studio help index.  The specific API’s that are typically used are:

●     FindFirstChangeNotification, 

●     FindNextChangeNotification, 

●     FindCloseChangeNotification, 

and the various wait functions:  

●     WaitForSingleObject, 

●     WaitForMultipleObjects

●     etc.

The data files are all transferred to the data-loading machine using ftp.  Different data sources can 
be assigned different file names or different directories in which to place the files.  The data 
loader determines the file contents and formats based on the file name or directory location and 
loads the data accordingly.  The files can be in any agreed-upon format and need not be the same 
between data sources.  We have some comma-delimited text, some tab delimited, and 1 Excel file.

Each data source file will also always be associated with a trigger file.  The issue is that if a large 
file is being transferred over a slow connection, the data loader should not start processing the file 
before transfer is complete; otherwise it may hit an end of file before the entire file has been 
transferred.  Instead, the data extraction process will first send the entire data file, and then it will 
send a very small ‘trigger’ file, indicating that the primary data file has been completely 
transferred.  The data loader will initiate loading when it detects the trigger file, rather than when 
it first detects the data file.  The trigger file may contain a dummy character, or it may contain a 
count of the number of records in the data file for extra verification.

As the data is read from the file, it is stored directly into ArcSDE using the SDE C API.  Using 
these function calls supplied by ESRI, no user interface is required to store the data.  For the 
SafeCity™ application, the x/y incident coordinates are supplied and each incident is directly 
stored.  For the parolee application, most of the agencies are only able to supply addresses.  In 



these cases, MapObjects is used for the geocoding.  The parolee agencies intend to use the map to 
get an overall view of what is happening in an area.  Therefore a very low acceptance threshold is 
used – in fact if an address could not be geocoded, the agencies gave instructions to geocode at 
the zip code centroid.

If an address is successfully geocoded, an additional check is made to ensure that the location is 
within the zip code polygon.  If not, a warning is logged and the zip code centroid is used.  The 
address matching score is stored as an attribute with each location so a thematic map can be 
displayed showing parolees whose address was geocoded with low confidence.  Any issues that 
arise during geocoding are logged and can be e-mailed to the project technical director.

When the load is complete, the load time is updated for this data source.  Before the data loader 
goes into a wait state waiting for a new data file, it sets an alarm for when the next data file is 
expected:  the last load time + the expected frequency + a margin of error.  If the timer goes off 
and a new load file has not been received, an e-mail is sent informing the operator of this 
condition.  E-mails can also be sent after each successful load or in the event of a load error.

While the automatic e-mail notification allows for the administrator to stay informed on the data 
loading status without having to check log files every day, some periodic checking should still be 
performed as another check that process continues to work correctly.

Figure 1 shows an overview of the data flow for the SafeCity™ web site.  Data from two 
different police databases are consolidated into the ArcSDE database.  The data files arrive from 
the Police Department’s servers independently and are loaded into ArcSDE immediately so the 
web site is always displaying the most recent police data.

Fig. 1.



 

Conclusion

Besides the obvious benefits of ensuring reliable and timely data loading, this approach provides 
both cost and time savings since any human intervention has been removed from the process.  
The automated error notification enhances the reliability and cost savings by providing alerts only 
when an issue arises.  The end results are web sites that the users can be confident are accurate 
and timely, and that the law enforcement agencies can support with very little effort.
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