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ABSTRACT

Most ArcSDE configurations use a grid-based spatial indexing scheme. Grid size parameters are specified
by the user for each data layer. Understanding grid characteristics will assist with the proper selection of
sizes and levels to optimize system performance. This paper presents the fundamentals of ArcSDE spatial
indexing and suggests guidelines for arriving at appropriate grid values. It also explores the performance
implications, showing the results of benchmarks from numerous real-world datasets. Graphs are included
depicting the results of widely varied grid sizes, illustrating ranges of acceptable values, and supporting the
conclusions derived.

ARCSDE GRID FUNDAMENTALS

ArcSDE adds functionality to a standard relational database, such as Oracle, to allow for effective querying
of spatial data. When storing feature classes using SDEBINARY for geometry storage, with an Oracle or
SQL Server database, spatial indexing is accomplished using a grid scheme. The grid is a two-dimensional
index, consisting of uniform sized squares, much as though a piece of graph paper were superimposed over
the surface of the map data. A grid must be built with at least a single level, that is, with one size of cells.
Optionally, one or two additional, larger grids can also be added. Grids are stored in a table named Snnn,
where nnn is the ArcSDE layer number of the associated feature class.

A grid cell creates a spatial lookup table for feature geometry. Consider a situation where a map is to be
drawn at a given scale. The ArcSDE database is queried to retrieve any features which appear within the
boundaries of the map. The grid index provides a lookup mechanism, providing the feature ID numbers for
all geometry which is, at least partially, contained in each grid cell. As features are inserted or changed
within a feature class, ArcSDE automatically maintains the integrity of the grid index. When multiple grid
levels are used, features spanning more than four grid cells are promoted up to the next level.

TUNING GRID SIZES

When creating an ArcSDE feature class, values for the grid parameters must be specified. If a single grid
size is selected which is too small, features will often span many grid cells, creating significant overhead
with an unnecessarily large number of spatial index table entries. Conversely, if a grid size is too large, the
average number of features in a grid cell will be large, causing far more candidates to be returned than
necessary. Either extreme can result in non-optimal data retrieval, which can have an adverse effect on
system performance.

As a starting point for the grid size, ESRI recommends using a single grid level with a cell size three times
the average feature extent size. Refer to the appropriate, database specific "ArcSDE Configuration and
Tuning Guide" for additional information.



The system administration command "sdelayer -o si_stats" is helpful when evaluating grid sizes. The output
from this command will show, for each grid level, the total number of feature records indexed, the total
number of grid records created, the ratio of grid cells per feature, the average number of features per grid
cell, the maximum number of features per grid cell, and the number of features which are wholly inside a
single grid cell. A table is also generated listing the number of features requiring smaller and larger
numbers of grid cells to index them.

ARCSDE PERFORMANCE BENCHMARKS

A series of experiments was run to demonstrate the effect of different grid sizes on ArcSDE data retrieval
performance. The tests were performed to compare the "real-world" behavior of for a number of feature
classes. The tests focus on vector data only consisting of two-dimensional points, lines, and polygons.

Testing Environment

The benchmarking examples presented in this paper were performed using the following computing
environment. The server hardware was an HP N4000, with eight PA/RISC 64-bit processors running at
550mhz, and 8gb of RAM. Running on the server was ArcSDE 9.0 using Oracle 10g as the relational
database and an HP-UX 11.11 (11i) rev 1 operating system. The network connection was via a 1GB LAN
card, communicating over fiber. Total available disk was 700gb of high performance network attached
storage, connected through two 1GB fiber channels.

The client hardware was a Dell Latitude C600 with a 1ghz processor and 512mb of RAM, connected to the
network via a 100Base-T (100 megabit) cable. The client software was ArcInfo version 9.0 running on a
Windows 2000 system.

The tests used a variety of datasets based on Tele Atlas’ Dynamap/Transportation product; data was loaded
for the entire state of Ohio for most tests. Testing was performed using ArcMap to render a map at a variety
of different scales, depending upon the type of data being displayed. Emphasis was placed on retrieving
large quantities of data to truly demonstrate the effect of varied grid sizes. Display times were determined
using a simple timer control, developed in Visual Basic using ArcObjects. Tests were run a minimum of
three to five times in succession to determine minimum and maximum display times; a mean display time
was then determined from these values. In most instances, the times were extremely consistent.

All data was loaded in geographic projection, with SYSTEM UNITS set to 1,000,000 (data resolution of
micro-degrees), UNITS of DEGREES, and COORDINATE REFERENCE set to 4269 (NAD83).

Line Features

Linear features were investigated in the most detail, due to their importance in a street centerline database.
The Dynamap/Transportation Street layer was evaluated by loading data for the state of Ohio, altering the
grid characteristics, and using ArcMap to draw maps at a number of different scales. A total of 991,686 line
segments were included in the feature class. Figure 1 shows the mean draw times for a map centered on
Columbus, OH, successively zoomed out to four different mapping scales, utilizing different grid schemes.

In evaluating the results, an important overall observation is that the performance is quite consistent over a
fairly wide range of values. In other words, it does not appear that extremely fine tuning of grid sizes is
critical to achieving reasonable performance.



As noted earlier, ESRI recommends starting with a single grid level consisting of a cell size three times the
average feature envelope size. For this particular data, that value is 0.004. The results actually show that this
value is close to the smallest effective grid size. As the grid value approaches 0.001, or about 1/4 the basic
recommended size, the data retrieval time begins to suffer. At 0.001, the grid cells are sufficiently small that
the number of spatial index entries (i.e. the ratio of grids per feature in the spatial index statistics) becomes
large and the overhead of managing the grid begins to take a significant amount of time. However, as the
grid cells grow quite large, even up to 1.0, the retrieval times are nearly the same. A value of 1.0 means one
square degree of latitude and longitude, or about 3,900 square miles. For a grid size of 1.0, in the region
around Columbus, OH, each single grid cell averages 52,318 linear features per grid, with a maximum of
147,021 features per grid.

Mean Draw Times for Street Layers (centered on Columbus, OH)

Layer Grid 1 Grid 2 Grid 3 1:50,000 1:100,000 1:500,000 1:1,000,000

OH_STREET_0_001 0.001 0 0 2.66 1.98 10.89 24.74

OH_STREET_0_002 0.002 0 0 0.99 1.93 8.83 17.14

OH_STREET_0_005 0.005 0 0 0.97 1.69 7.83 14.49

OH_STREET_0_0095 0.0095 0 0 0.92 1.81 7.78 14.29

OH_STREET_0_01 0.01 0 0 2.41 3.36 9.56 15.63

OH_STREET_0_0105 0.0105 0 0 2.53 3.26 9.46 15.30

OH_STREET_0_02 0.02 0 0 0.89 1.77 7.54 13.13

OH_STREET_0_05 0.05 0 0 0.91 1.68 7.41 13.21

OH_STREET_0_1 0.1 0 0 0.91 1.66 7.46 13.11

OH_STREET_0_2 0.2 0 0 0.94 1.97 7.61 13.17

OH_STREET_0_5 0.5 0 0 1.01 1.89 7.70 13.26

OH_STREET_1_0 1.0 0 0 2.69 3.81 9.14 14.89

OH_STREET_2_0 2.0 0 0 1.03 2.28 8.19 14.06

OH_STREET_5_0 5.0 0 0 1.17 3.30 9.16 14.77

OH_STREET_0_0005_0_005 0.0005 0.005 0 1.03 2.17 8.40 15.02

OH_STREET_0_001_0_01 0.001 0.01 0 0.98 2.03 8.09 14.46

OH_STREET_0_0005_0_005_0_05 0.0005 0.005 0.05 1.03 2.10 8.61 14.94

OH_STREET_0_001_0_01_0_1 0.001 0.01 0.1 0.99 2.06 8.11 14.23

OH_STREET_0_01_1_0 0.01 1.00 0 0.90 1.91 7.59 13.90

OH_STREET_0_05_5_0 0.05 5.00 0 1.10 2.18 8.02 13.74

Figure 1

A consistent anomaly was noted around the single grid level of 0.01 in layer "OH_STREET_0_01". At each
zoom scale, drawing appeared to take about 1-1/2 seconds longer than with slightly larger and smaller



values. Additional grids were tested using (nearly identical) sizes 0.0095 and 0.0105. It was interesting that
the grid which was ever so slightly smaller than 0.01 performed normally. The grid which was very slightly
larger was about equally slow. These unusual results were consistently observed across numerous samples,
even performing some timing tests on a different day with the 0.01 layer. This indicates that the issue is not
specifically with the value of 0.01, but with a small range of values around that number. Time did not permit
detailed investigation of this aberration. It would be interesting to observe how wide a range of values
demonstrates the slower retrieval times, and what might be causing it. This is something to be aware of,
however, when tuning grids in a performance-critical situation.

Multiple Grid Levels with Line Features

Linear features were also investigated to evaluate the effect of using multi-level grids. Typically, adding a
second or third level of grid is recommended when there is a large variation between the size of the smallest
and largest geometry envelope within a feature class. This allows each size of feature to utilize a reasonable
number of grid cells. The test data used here did not vary widely in feature size, so multiple grid levels were
not a requirement.

Use caution with multiple grid sizes. There is additional overhead in checking each level during data
retrieval. Sometimes this negates any small gain realized by adding the level(s). In the samples tested, the
additional levels did not significantly degrade performance. Measuring SDE and ArcSDE retrieval times
since its first few releases, this was not always true. Early versions of SDE, in the mid 1990's, showed a
pronounced slowdown when a second or third level of grid was introduced. The results of these tests, and
others beyond the scope of this paper, show that ESRI has carefully tuned the spatial index queries for
multi-level grids.

Spatial Index Statistics for Ohio Street Layers

Layer (grid level) Grids per
Feature

Features per
Grid

Max Features
per Grid

% Features within
one Grid

OH_STREET_0_001 6.39 1.49 64 19.26

OH_STREET_0_002 3.01 2.14 94 37.45

OH_STREET_0_005 1.64 4.81 242 62.37

OH_STREET_0_0095 1.31 11.06 464 76.11

OH_STREET_0_01 1.29 11.95 544 77.01

OH_STREET_0_0105 1.28 12.88 654 77.89

OH_STREET_0_02 1.14 39.25 1721 87.36

OH_STREET_0_05 1.05 220.05 4866 94.77

OH_STREET_0_1 1.03 821.87 10617 97.37

OH_STREET_0_2 1.01 3000.31 23703 98.66

OH_STREET_0_5 1.01 16339.75 76242 99.49

OH_STREET_1_0 1.00 52317.84 147021 99.76

OH_STREET_2_0 1.00 165460.17 316021 99.89



OH_STREET_5_0 1.00 496075.00 634826 99.95

OH_STREET_0_0005_0_005 (1) 2.57 1.60 47 16.36

OH_STREET_0_0005_0_005 (2) 2.18 3.07 49 37.01

OH_STREET_0_001_0_01 (1) 2.20 2.19 60 26.17

OH_STREET_0_001_0_01 (2) 1.80 4.42 45 42.96

OH_STREET_0_0005_0_005_0_05
(1)

2.57 1.60 47 16.36

OH_STREET_0_0005_0_005_0_05
(2)

1.88 3.34 49 39.18

OH_STREET_0_0005_0_005_0_05
(3)

1.38 7.90 25 66.58

OH_STREET_0_001_0_01_0_1 (1) 2.20 2.19 60 26.17

OH_STREET_0_001_0_01_0_1 (2) 1.75 4.38 45 43.46

OH_STREET_0_001_0_01_0_1 (3) 1.35 3.99 15 69.80

OH_STREET_0_01_1_0 (1) 1.28 12.14 544 77.25

OH_STREET_0_01_1_0 (2) 1.02 163.68 459 97.70

OH_STREET_0_05_5_0 (1) 1.05 220.05 4866 94.77

OH_STREET_0_05_5_0 (2) 0.00 0.00 0 0.00

Figure 1a

Polygon Features

Census block polygons are of moderate size. They are defined by (for example) traveling down a road and
turning sharp right at each road intersection until arriving back at the starting point. In a downtown urban
area, this is often what one thinks of when describing a true "city block"; in more rural areas the polygons
tend to be larger. Overall, in the context of the evaluation data set, census block polygons tended to be
relatively small and dense -- when compared to county or state boundaries, for example. A total of 277,754
block polygons were included in the Ohio feature class.

Figure 2 shows the result of data retrieval tests with widely-varying grid sizes. In this case, the "ESRI
recommended" size of three times the average feature envelope size is about 0.02.

Mean Draw Times for Census Block Layers (centered on Columbus, OH)

Layer Grid 1 Grid 2 Grid 3 1:50,000 1:100,000 1:500,000 1:1,000,000

OH_BLOCK_0_01 0.01 0 0 0.47 0.95 3.03 6.28

OH_BLOCK_0_02 0.02 0 0 0.52 0.92 2.66 5.71



OH_BLOCK_0_05 0.05 0 0 0.85 1.09 3.83 6.20

OH_BLOCK_0_1 0.1 0 0 0.99 1.18 3.30 5.65

OH_BLOCK_0_2 0.2 0 0 0.97 1.19 3.25 5.70

OH_BLOCK_0_5 0.5 0 0 1.01 1.24 3.26 5.64

OH_BLOCK_1 1.00 0 0 1.05 1.30 3.36 5.58

OH_BLOCK_2 2.00 0 0 1.01 1.30 3.29 5.67

OH_BLOCK_5 5.00 0 0 1.02 1.43 3.42 5.84

OH_BLOCK_0_01_0_1 0.01 0.1 0 0.45 0.84 2.72 5.61

OH_BLOCK_0_02_0_2 0.02 0.2 0 0.71 0.87 2.69 5.56

OH_BLOCK_0_05_0_5 0.05 0.5 0 0.46 0.80 2.66 5.44

Figure 2

In observing the results, the fastest draw times, with a single level of grid, appear to be right around the
recommended size. Actually, the best overall configuration (though not by a significant margin) was the last
entry, a two-level grid consisting of 0.05 and 0.5. This is a situation where multiple grid levels is beneficial.

Spatial Index Statistics for Ohio Census Block Layers

Layer (grid level) Grids per
Feature

Features per
Grid

Max Features per
Grid

% Features within one
Grid

OH_BLOCK_0_01 2.88 6.96 203 42.53

OH_BLOCK_0_02 1.76 16.85 524 59.73

OH_BLOCK_0_05 1.26 73.46 1482 79.58

OH_BLOCK_0_1 1.12 250.57 2964 89.09

OH_BLOCK_0_2 1.06 873.91 6382 94.30

OH_BLOCK_0_5 1.02 4656.11 18183 97.80

OH_BLOCK_1 1.01 14773.68 33824 98.95

OH_BLOCK_2 1.00 46519.33 83596 99.51

OH_BLOCK_5 1.00 139153.00 179897 99.80

OH_BLOCK_0_01_0_1
(1)

1.83 5.88 203 50.06

OH_BLOCK_0_01_0_1
(2)

1.43 48.15 78.00 64.51

OH_BLOCK_0_02_0_2
(1)

1.62 15.38 524 61.41

OH_BLOCK_0_02_0_2
(2)

1.35 31.07 80.00 69.49



OH_BLOCK_0_05_0_5
(1)

1.26 73.40 1482 79.60

OH_BLOCK_0_05_0_5
(2)

1.22 3.93 19.00 80.00

Figure 2a

Point Features

A fairly dense point layer was selected for evaluating the grid sizes. ZIP+4 centroids include a separate
point location for each nine-digit postal ZIP code value. A total of 1,649,544 ZIP+4 point features were
present in the Ohio feature class.

The general rule of using a grid which is three times the average feature envelope does not apply to point
features, as points have no size. Only one grid level makes sense with point features; it is not possible to
"promote" a sizable feature up to a higher grid level. ESRI suggests that a "large" cell size be selected as a
starting place for point feature classes. They further note that points typically retrieve faster than other
geometry types.

Mean Draw Times for ZIP+4 Centroid Layers (centered on Columbus, OH)

Layer Grid 1 Grid 2 Grid 3 1:50,000 1:100,000 1:500,000 1:1,000,000

Z4C_0_001 0.001 0 0 1.61 3.44 12.78 23.75

Z4C_0_01 0.01 0 0 1.55 3.42 12.78 23.71

Z4C_0_1 0.1 0 0 1.58 3.42 12.85 23.60

Z4C_1_0 1.0 0 0 1.96 4.00 12.95 23.69

Z4C_5_0 5.0 0 0 1.81 5.26 14.30 25.08

Figure 3

As anticipated, the grid size had relatively little effect on performance, even as a very large cell contained
nearly all of the features in the point layer.

Spatial Index Statistics for Ohio ZIP+4 Centroid Layers

Layer (grid
level)

Grids per
Feature

Features per
Grid

Max Features per
Grid

% Features within one
Grid



Z4C_0_001 1.00 2.80 328 100.00

Z4C_0_01 1.00 19.67 1256 100.00

Z4C_0_1 1.00 1342.18 20640 100.00

Z4C_1_0 1.00 86818.11 289163 100.00

Z4C_5_0 1.00 824772.00 1069469 100.00

Figure 3a

SUMMARY

Proper grid sizing is one of many parameters which must be set correctly to realize good performance from
an ArcSDE database. As a starting point, ESRI recommends a single grid of three times the average feature
envelope size. If the system performs well with the standard recommended value, it's probably not worth
spending a lot of time fine-tuning the grids. On the other hand, if performance is slow, this is one place to
look to confirm that the number of grids, grid values, and resulting spatial index statistics make sense.

It has been shown that one has a fair amount of latitude in selecting reasonable grid values. There does not
appear to be a narrow window of good performance which one needs to carefully locate when setting up a
new feature class. Further, there seems to be less of a penalty for setting the grid a bit on the larger side,
rather than way too small. Beware though, because numerous factors including data characteristics, system
configuration, computing hardware, network bandwidth, and other tuning parameters can all affect
performance.

Consider too that edits, over time, can change the characteristics of a feature class. A grid configuration that
makes good sense in the beginning may not work as well later on. A re-evaluation of grid sizes may be in
order, particularly if system performance degrades somewhat over time.
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